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Memory Hierarchy
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Implementation
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Memory Hierarchy
» Most often needed datais kept close
» Accessto small data sets can be made fast
— simpler circuits
 Faster is more expensive
* Large can be bigger and cheaper

Memory Hierarchy

up: smaller, faster, more expensive,
more frequent access
down: bigger, slower, less expensive,

less frequent access
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Teemu’s Cheesecake

Register, on-chip cache, memory, disk, and tape speeds
relative to times locating cheese for the cheese cake you

Principle of locality « (paikallisuus)

« Inany given time period, memory references
occur only to a small subset of the whole address

are baking... Europa space
refridge- (Jupiter) * Thereason why memory hierarchies work
hand [ L | moon ' Prob ( small dataset) =99% Cost (small dataset) =2 is
%’@ avie Prob (therest ) = 1% Cost (therest) = 20 ps
S /
/‘> Aver cost 99%* 2 us+ 1% * 20 us=2.2 us
VA 1 sec ’ « Average cost is closeto the cost of small data set
0.5 sec (cache) 10 sec Tz—a& . 5
(register) (memory) (diskf;lys * How to determine that small data set~
(tape) * How to keep track of it?
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Goal Principle of locality «

* | want my memory lightning fast
* | want my memory to be giganticin size

* Register access viewpoint:

— data access as fast as from HW register

— data size aslarge as memory HW solution
* Memory access viewpoint virud

— data access as fast as from memory | memory

— datasize aslarge as disk

HW help for

SW solution
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 |nany given time period, memory references
occur only to a small subset of the whole address

Space (paikallisuus)

« Temporal locality: it islikely that adataitem
(elerenceaEshort Tme Wil be eferences

(agad soon (@allinen paikallisuus)
¢ Spatial locdlity: itislikely that a dataitems

(i ??m the one referenced a short time ago will be

referenced soon (aueellinen paikallisuus)

R W
(5] 28] 71f _sfaos) es] ouf 2]
TAAIAELY
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Memory

» Random access semiconductor memory
— give address & control, read/write data

+ ROM, PROMS

— system startup memory,
BIOS (Basic I nput/Output System)
« load and execute OS at boot

— also random access
* RAM
—“normal” memory accessible by CPU
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SDRAM (Synchronous DRAM)

e 16 bitsin parallel
—access4 SDRAMsin paralle
* Faster than plain DRAM

 Current main memory technology
(year 2001)

E.g., $0.11/ MB (year 2001)
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RAM Eg. $0.12/MB

« Dynamic RAM, DRAM  [(ear2000)2
— simpler, slower, denser, bigger (bytes per chip)
— main memory?
— periodic refreshing required
— refresh required after read

» Static RAM, SRAM [Ejg., $0.50/ MB (year 2001)?
— more complex (more chip area/byte), faster,

smaller (bytes per chip)

_ cache? E.g., 5 nsaccess?
— no periodic refreshing needed
— data remains until power islost
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E.g., 60 ns access

RDRAM (RambusDRAM)

« New technology, works with fast memory bus
— expensive E.g., $0.40/ MB (year 2001)?

o Faster transfer rate than with SDRAM
E.g., 1.6 GB/sec vs. 200 MB/sec (?)

¢ Faster access than SDRAM E.g., 38 nsvs. 44 ns
Fast internal Rambus channel (800 MHz)
Rambus memory controller connects to bus

Speed slows down with many memory modules
— seridly connected on Rambus channel
— not good for serverswith 1 GB memory (for now!)

* 5% of memory chips (year 2000)
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DRAM Access

* 16 Mb DRAM
_4bitdaaitems  (F9-44] [Fg.450)]
— 4M data elements, 2K * 2K square
— Address 22 hits
* row access select (RAS)
« column access select (CAS)
« interleaved on 11 address pins
» Simultaneous access to many 16Mb
memory chips to access larger dataitems
— Access 32 bit words in parallel? Need 8 chips.
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Cache Memory (valimuist)

« Problem: how can | make my (main)
memory as fast asmy registers?
« Answer: (processor) cache
— keep most probably referenced datain fast
cache close to processor, and rest of it in
memory
« much smaller than main memory
« (much) more expensive (per byte) than memory
« most of data accesses to cache 0% 99%?
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Cache Size

 Bigger is better in general
« Bigger may be slower

— lots of gates, cumulative gate delay?
* Too big might be too slow!

— Help: 2- or 3-level caches 1KW (4KB),
512KW (2 MB)?
regs L1 L2 L3 mem
g E
cpuchip | |
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Memory references with cache ¢
« Dataisin cache? Hit

Datais only in memory? Miss
Read it to cache
CPU waits until data available

Many blocks (cache lines) help for temporal locality

many different dataitemsin cache
Fig. 4.14

Large blocks help for spatial locality

Mapping: Memory Address ¢

e Alpha AXP issues 34 bit memory addresses
— Use block address to locate block in cache

— With cache hit, block offset is controlling a multiplexer

to select right word T

34 bit address block = block size
(byte address) | Dlock address =25=32hytes

% 29nits s+ =4words
A
A

lots of “nearby” data available max physica Number of possible blocks
Fixed cache size? address space in physical address space
Select “many” or *large’ ? =234 - 16GB =229 = 500M blocks
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Cache Features ¢ Mani
. N
. Size apping o
i i kuvausfunktio; .
* Mapping function ( ) « Given amemory block address,
— i i 74 . .
how to find daIaln'cache. S _isthat block in cache?
* Replacement algorithm (el Gl _whereisit there?

— which block to remove to make
room for a new block?

Write policy

— how to handle writes?
Line size (block size)?  [(rivintai lohkon koko)
Number of caches?
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(kirjoituspolitiikka)

* Three solution methods
— direct mappings
— fully associative mapping
— set associative mapping
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Direct Mapping «
» Every block has only one possible location
(cache line number) in cache
— determined by index field bits

(suora kuvaus)

Fully Associative
Mapping o

» Every block can bein any cacheline
— tag must be complete block address

(taysin assosia-
tiivinen kuvaus)

Block address Cachelinesi Block address
(in memory) _3‘3 SUMSERS (nlmentory) Cachelinesize
34 bit address -- = block size <—>y block =block size
tag | index =25= 32 bytes 34 bit address _
byte address _t -Offset =25=
(byt ) o 8 > (byte address) 2 W
i i o I;\ed addr i hi hesi 2 2
Unique bits that € . rzlsnﬁct:c i c_acs eK:;ze ¥ Cacheline can be anywhere
are different for — OCKS = Uniquebitsthat ~ Cache size can be any number
?r?cer;:rl]mczhsettl)irr?: [Fig.4.17 (s=29,1=8,w=5)] aedifferentfor  Of blocks
Fig. 7.10 from [PaHe98] | each block Fig. 419 (=29, w="5)]
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Direct Mapping __, [Caneiinesize Fully Associative Mapping
Wordg = block size= 23 ircui
Ay Exampl ew 6 byt o2 bis * Lots of circuits
(here) — tag fields are long - wasted space!
ReadW 12, 0xA4 tag data .
0xA4 = 1010 0100 2 64 — each cache line tag must be compared
tag index offset ?: s nlwutl ta?equsly with the memory address tag
8bitaddress Y 23 3 1. * oS otwires Large surface
(byteaddress) (10) 100 [100 | o10: + lots of comparison circuits areéq on chip

011:) 01| 54 A7 0091 23 66 32 11
100: 7755 55 66 66 22 44 22
101 6543 2198 76 65 43 32

19/09/2001

 Fina comparison “or” has large gate delay
— did any of these 64 comparisons match?
2 log(64) = 8 levels of binary gates
— how about 262144 comparisons? [1g|evels?

e = Canuseit only for small caches
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Direct Mapping Example 2
ReadW 12, 0xB4 tag data
0xB4 = 1011 0100 w2 64

( tag index offset
3 3

001:

;|01 54A7009123663211
| 11] 7755 5566662244 22
| 01] 6543 219876 6543 32
7(20) 00 11 223344 5566 77

S
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Fully Associative Example s

cache
ReadW 12, 0xB4 tag data
OxA4 = 1011 0100 5 64
000: 123456 78 9A 01 23 45
tag ( offset
3 peT((1011)| 87 00 32 89 65 A1 B2 00

:1%00011)| 87 54 00 89 65 A1 B2 00

1010@ 54 A7 0091 23 66 32 11

1(00ITIIIT 55 55 66 66 2244 22
*mt ‘ = 1(10100)| 65 432198 76 65 43 32

(10110)| 00 11 22 3344 5566 77
T(1001D)| 87 54 32 89 65 A1 B2 00
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Set Associative Mapping e 2-way Set Associative Cache

_ ) (joukkoassosiatiivinen kuvaus) tag data Il:(lagll:%ssa
» With set size k=2, every block has 2 possible 3 64

locations in cache stalings (110 12 34 56 78 9A 01 23 45
— Possible location of block is — " sats’ :|110 87 003289 65 A1 B2 00
determined by set (index) fielk()jl gg(s (_3:2‘;'2‘2:29 :1200( 87 54 00 89 65 A1 B2 00
- h = :[101) 54 A7 0091 2366 32 11
?Sy?:aﬁg teg foet (index)off et S 2°=32bytes (011 77 55 55 66 66 22 44 22
2 O * 3hittag .. 401:(101 6543 21 98 76 65 43 32
Uniquebitsthat are Ny of setsv=27=128 blocks = 4 KB Tasmel e s 10:[101] 0011 2233445566 77
:l(f)l::rde:z ];Oarcsecc:csleolfrlje Total cache size vk=2*4 KB= 8 KB o 4 sets = 2 bitsfor 11:/1111 87 54 32 89 65 A1 B2 00

| Fig. 5.8 from [HePag6] | [ Fig. 4.21 (confusing, complex)
[ Fig. 7.19 from [PaHedg] | | (E Q. k=2,5=29,d=7,w =5)
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set index 20 lines
« 8 byte cache lines in each set
= 3 hits for byte addressin cache line
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Two definitionsfor " Set” in
" Set Associative Mapping” o

Set Associative Example ¢

cache -
tag data = INES
* Stallings” set” ReadW 12, 0xB4 3 6a IMexhsa
AN - ”set” hasall possible 0xB4 = 1011 0100 00:/110 123456 78 9A 01 2345
Memory / } Setl |ocations for block ( tag set offset 01:|110 87003289 65A1B200
g'a?f'g;in {100 87 54 00 89 65 A1 B2 00
oy of . ,|’-|en'[‘]essy_Pa[terson : 101 54 A7 00 91 23 66 32 11
these set TORUL77 55 55 66 66 2244 22
locations — 4sats, and each "set” /101 6523~2198 76 65 43 32
{ ] rasqierzpsgble) :(101) 0011 223344 5566 7
ocation (index i
16 blocks :|111) 87 54 32 89 65 A1 B2 00
set3 for block
[ e
in each set
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Two definitions for "Set” in . .
» Set Associative Mapping’ Set Associative Mapping
* Set associative cache with set size 2
o Term”set” isthe set of all possible locations where = 2-way cache

referenced memory block can be

— Field "set” of memory address determines this set

— [Stal99]

¢ Cache memory is split into multiple " sets”, and the

referenced memory block can be in only onelocation in
each "set”

— Field"index” of memory address determines possible location of

referenced block in each " set”
— [HePag6], [PaHe98]
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» Degree of associativity v? [Usudly2

-V large? [ Fig. 7.16 from [PaHedg] |
* Moredataitems (v) in one set
* less“collisions’
« final comparison (matching tags?) gate delay?

— v maximum (nr of cache lines)

= fully associative mapping
— Vv minimum (1) = direct mapping
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Replacement Algorithm
« Which cache block (line) to remove to make
room for new block from memory?
« Direct mapping case trivial
* First-In-First-Out (FIFO)

Number of Caches @

» One cachetoo large for best results
 Unified vs. split cache (yholistetty, erilliset)
— same cache for data and code, or not?
— gplit cache: can optimise structure separately

* Least-Frequently-Used (LFU) for data and code
¢ Random » Multiple levels of caches
¢ Which oneis best? — L1 - same chip as CPU

— Chip area? — L2 - same package or chip as CPU

— Fast? Easy to implement? — L3- same board as CPU
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. . -- End of Ch. 4.3: Cache Memory --
Write Policy

¢ How to handle writes to memory?
* Write through (Iapikirjoittava)

— each write goes always to memory

— each write is a cache miss! P
. (lopuksi kirjoittava
Write back takaisin kirjoittava?)
— write cache block to memory only when it is
replaced in cache

— memory may have stale (old) data

http://www.intel.com/procs/servers/feature/cache/unique.htm

“The Pentium® Pro processor's unique multi-cavity
chip package brings L2 cache memory closer to the CPU,

— cache coherence problem | (valimuistin delivering higher performance for business-critical
yhtenevaisyysongelma) computing needs.
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Linesize

« How big cache line?
» Optimise for tempora or spatial locality?
— bigger is better for spatia locality
» Datareferences and code references behave

in adifferent way

 Best size varies with program or
program phase

e 2-8words?

—word = 1 float??
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